8
CPSC 461
FINAL EXAM - SPRING 2002
page 2 of 8

DEPARTMENT OF COMPUTER SCIENCE

THE UNIVERSITY OF CALGARY

CPSC 461 Spring 2002

FINAL EXAMINATION

June 26 2002 

12:00-14:00 ICT102

Time: 120 Minutes

[image: image1.wmf]
	Family Name
	Given Name(s)

	
	


DEPARTMENT OF COMPUTER SCIENCE

THE UNIVERSITY OF CALGARY



COMPUTER SCIENCE 461

FINAL EXAMINATION

Lecture Section L20

June 26  2002






Time: 120 Minutes

Name:






Student ID:





INSTRUCTIONS
1. Please answer all questions on the exam paper. IF your ANSWER IS NOT RIGHT WITH THE QUESTION, MAKE SURE YOU tell me WHERE THE ANSWERS CAN BE FOUND.

2. Write your name and ID on this page.

3. Answer all questions to the best of your ability.

4. Keep answers short and to the point.

THIS IS AN OPEN BOOK EXAM.

YOU MAY USE ANY BOOKS OR OTHER NOTES YOU FEEL ARE APPROPRIATE.

YOU MAY NOT USE FRIENDS, cell-phones, or any other wireless or ELECTRONIC DEVICES.

	
	total possible
	your score
	Sub - Total

	Question 1
	14
	
	

	Question 2
	15
	
	

	Question 3
	15
	
	

	Question 4
	10
	
	

	Question 5
	16
	
	

	TOTAL SCORE
	70
	
	


NOTE: Many questions have > 1 correct answer and in some cases full marks will be given for answers that while not perfect, are still 'good enough'.

Question 1: (worth 14 total) short (!) answer
a) [ 2 marks -bonus ] What is the answer?
b) [ 2 marks ] 

c) [ 3 marks ] What would UNIX have to do if it was decided that soft links should be deleted as soon as the file to which they refer get deleted?
d) [ 3 marks ] 

e) [ 4 marks ] Designers of UNIX have chosen to store very little information in the directory entries of their file system. Most of the information about the file is stored in the i-node, which must be accessed indirectly through a pointer in the directory entry. What is one important advantage of this approach over storing all the information in the directory entry itself?
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Question 2: (worth 15 total) Hashing 
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Question 3: (worth 15 total) B-Trees

NOTE: The structure described here varies slightly from that described in class. A B+ tree of order 200 is to be used to implement an indexed sequential file. There are 5,000 nodes in the sequence set. The average number of keys per node is 124. (This applies to both the sequence set and the index set). For each key in the sequence set there is a pointer to a block of records. The key in the sequence set identifies the last record in the block. The average number of records in the block is 10 although each data block is capable of holding 15 records.

A) [5 marks] Sketch the file structure, indicating the number of nodes at each level of the index.

B) [5 marks] How many data records are in the file? Show how you arrived at your amswer.

C) [5 marks] If sequential processing were never needed for the file, it could be structured differently, improving performance both in terms of memory utilization and retrieval time. Suggest (show) how and explain how performance can be improved.

Question 4: (worth 10 total) Cosequential Processing
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Question 5: (worth 16 total) Comprehensive

Credit for original idea: Bioware Inc., Edmonton, AB (creators of Baldur's Gate, among other things)
Role-playing games require a number of different types of data resource, e.g. creature statistics, item information, dialogue text, model geometry and texture bitmaps. Each type of resource has its own file format that the game engine must be able to read. We have found that over the course of the game's development these formats change a great deal. Data fields are often added or modified to support new features that were not in the original game design. In order to avoid constant modifications to the game engine itself, what is required is a more generic file format that could be used to store all of these types of data.

[image: image5.wmf]We need to design a file format and a C++/Java class that allows the game engine to open, read, and close one of these files. The ability to change the file is not necessary at this level so no write operation is required. 

THE QUESTION: Address each of the following restrictions. In other words, discuss how you would meet each of the restrictions listed below. Justify your answers. [2 marks for each valid thing to a total of 8 things – PLEASE LABEL EACH THING]

1. Compatibility: The format must be both forward and backward compatible - that is, it must be able to read and use files whose formats differ from those expected by the current version [including missing fields and unrecognized fields]. This restriction allows the game to use resource files that are both older and newer than the version it expects.

2. Variable Fields: A data field can be of any type, including, but not limited to: known C++/Java types, plus “variable length byte buffer”, text, and standard formats for audio, video, and graphics. The game should be able to detect the type and size of a data field's value. 

3. Meta-Data: The format must identify itself somehow in the file, so that the game engine can parse it correctly. The format must also identify what type of resource it stores. Because the same file format can store any kind of resource data, the game must have a way of identifying what resource type it contains.

4. Efficiency: The C++/Java class must be able to parse the file format in minimal time. This restriction allows the game to load resources during game-play without visibly pausing (speed and efficiency are always key issues in games design). The format must be small, both in terms of memory and disk usage. Both types of space are particularly limited on console systems. Ideally, it should be possible to parse and access specific fields in the file without reading the whole file).

[image: image6.wmf]

[image: image7.wmf]------this page intentionally left blank------

















 on to next page…


